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1 Introduction
The Digital Video Principles document provides a high-level explanation of the fundamentals of digital video, its terminology, production process and encoding parameters. It is a summary of the more in-depth and technical Video Standards Report – 2011, which can be found at: http://e-standards.flexiblelearning.net.au/research/digital_video.php. This is not a ‘how to’ guide, and does not attempt to cover all the available types of camera, editing tools, codecs, players and viewing hardware. It is intended to help inform decisions regarding those variables by providing the underlying theory.
Digital Video Principles is intended to be used in conjunction with the current VET standards, which are available at: http://e-standards.flexiblelearning.net.au/technical_standards/content_formats.php 
This document acknowledges that e-learning content items need to:

· have a long life span 

· operate across a broad range of potential platforms and applications 

· run on a wide range of devices, including portable media-browsing devices.

2 The changing digital environment

While it is difficult to predict details about our technological future, we know that three things will happen: 

· Data transfer speeds will increase.

· Mobile devices will continue to gain momentum in the market.

· Devices will continue to improve in specification and affordability.

Consequently, there will be an increase in the distribution of video content of a high technical quality across the internet, and the miniaturisation of portable devices will continue to impact our everyday lives. 

Mobile devices will increasingly offer invaluable opportunities for delivering e-learning content, including video, to learners. Mobile-networked devices, which allow workers and students to send text, sound, images and video back to a base, will increase in popularity as supervisors and educators realise their potential for providing informed, timely feedback. First aid training is a good example of the use of multimedia for on-demand delivery of information in situ.
2.1 Key considerations
In recent years, a number of key developments have taken place in video technology. In 2011, the key considerations for content developers in the VET sector are:

· software (What software, ideally open-source or freely available software, is available for use by authors with varying levels of technical ability?)

· mobile devices (Which devices, including MP3 players and phones with video playback capability, are commonly used by VET learners, teachers and trainers?)

· licensing (What are the licensing considerations and requirements?)

The high-level technical considerations for content developers include:

· file size/data rate versus quality of image and sound

· infrastructure requirements – for example, specific hardware or software to author and/or deliver the format (streaming)

· bandwidth constraints

· interoperability – the multiple formats and multiple operating systems in common use in the VET sector (Refer http://e-standards.flexiblelearning.net.au/technical_standards/desktop_platforms.php for supported systems.)

· tools for encoding, transcoding and streaming.

In addition, there are social and educational challenges surrounding the development and delivery of video content. They include:
· cost barriers for some end users

· accessibility for end users with disabilities, bearing in mind the federal government’s adoption of WCAG 2.0.

The next section of this document (Section 3) provides an overview of the key elements involved in video encoding. This is followed by Section 4, which discusses the video production process and practical tips for creating high-quality video. Section 5 outlines the parameters that can be adjusted to get the best result from a video codec.
3 Video encoding

Video, like film, consists of a series of still images, which are displayed so quickly that they give the illusion of movement. Australian television displays 25 fps (frames per second), synchronised to our 50 Hz power system. (Our system is based on the British system PAL, which is also used across most of Europe.) The US system, which is also used in Japan, is called NTSC. It displays 30 fps.
3.1 Data rate

Even short sequences of digital video and sound produce large files. Video codecs (see below) are used to reduce the data rate (bits per second) so that it is manageable by a computer and/or network. This process is often called ‘compression’. For further information, see Section 3.6 (Compression).

3.2 Codecs

A video codec is software that encodes and decodes video data. In digital video production, codecs (encoders and decoders) are used to convert streams of sound and images into streams of data (ones and zeros). The data streams are stored in a file format such as a .MOV or .AVI. 

Audio is synchronised with the video, but it is a separate stream of information. Video and audio are encoded using different codecs. Players decode the video and audio streams simultaneously. For more information, see Section 3.3 (Players and plug-ins).

Not so long ago, encoding hardware converted analogue sound and images into digital data. Nowadays, video is recorded digitally. The video is converted and encoded in the camera and stored with encoded audio on a tape, disk, optical disk or memory chip.

For most of this document, when we refer to ‘encoding’, we actually mean ‘transcoding’ – that is, converting from one codec to another or re-encoding in the same codec to reduce data rate. For example, converting from the camera’s codec to the edit codec, and then to the MPEG codec for subsequent DVD creation.

3.3 Players and plug-ins

To watch encoded video, you must have a player (decoder) installed. The browser version of the player is usually called a ‘plug-in’. Plug-ins are used by an application, typically a browser, to access decoders stored in the system by a player. Plug-ins are often installed with a matching player.

Players are stand-alone applications that include a suite of decoders. A player ‘plays’ video and audio of its own format, and sometimes other formats. Common players include the Windows Media Player, Flash Player, QuickTime Player and Real Player. Applications such as VLC play many video formats, including DVDs. Some players support a range of codecs; others, such as Flash, only support a few. Players can be built into applications. For example, Adobe’s Director Shockwave plug-in supports Flash, Real and QuickTime formats.

PC and Mac computers have Windows Media and QuickTime players included as part of their system installation. Installed browsers often include Flash, as well as some other plug-ins. 

If you wish to use a video format that is not supported by a mainstream player, you must ensure it is permissible to install the particular player or plug-in on the target platform. (This permissions aspect can be an issue in educational institutions and corporations.) Distributing a player with educational material is usually free. Some players, however, have special licensing conditions associated with their use. Luckily, the mainstream players, which are preinstalled on most computers, support a range of good codecs.

3.4 Formats

The term ‘container format’ describes the file that holds the various data types that make up a video file. A digital video file is usually made up of two data streams created with two codecs – one for audio and one for video. Other data such as metadata and text, and sometimes animations, transitions and 3D tracks, can be added in some formats.

Formats have one or more player applications, usually with matching web plug-ins, that play them (like Word is to .doc). Some players can work with a variety of formats and other media.
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Figure 1: A digital video format contains encoded video and audio, plus other data.

3.5 Player distribution
Players and plug-ins may be preinstalled on the user’s system. Players are usually free and are often distributed with content on CD-ROMs and DVD-ROMs. 

WARNING: Players distributed with commercial products may be subject to a licence. In addition, a codec used by a player may have its own licensing requirements. 

If you can assume that the target audience has internet access, it may be best to provide links to player downloads. This will ensure that users get the best version of the player for their system. 

URLs can change. So, if a link is provided on a fixed-media format, such as a CD-ROM, there should be an intermediary site that provides up-to-date links. This requires an on-going maintenance commitment by the content provider. 

New player versions are not always backwards compatible, so a new version of a player may cause problems with older, unsupported codecs. Ideally, an application should have the required player, plug-in and extension packaged with it. 

Flash, for example, can use its own video content. The functionality of Director and Authorware can be extended with ‘Xtras’ such as support for video formats. Flash, QuickTime and Real Media are supported by Director and Authorware. 

The best practice is to test for the availability of a player in the initialisation phase of a multimedia application or web page. If the test fails to find the required player, you should do one of the following:

· For a browser-based application, offer a link to the player download page.

· For a CD-ROM or DVD-ROM, launch the player installer.
3.6 Compression
Compression settings can be adjusted to achieve a balance between data size and quality. The goal in video encoding is to reduce the data rate while maintaining optimal image and audio quality.
3.6.1 Spatial vs temporal

Video compression works in two fundamental ways: spatial and temporal. 

Spatial compression averages out areas of similar colour in individual images. It takes advantage of the fact that the human eye does not identify small differences in colour as readily as it detects changes in brightness. JPEG and other still-image codecs reduce the data of an image by looking for blocks of the same colour – for example, blocks of sky. In this way, they replace the same 24-bit (RGB) value for every pixel with one RGB value and the position of the rectangle.

Temporal compression compares frames and ignores duplicated data, such as a stationary background behind a subject.
3.6.2 Lossless vs lossy

Lossless compression keeps all the data and simply loses redundant information – for example, using spatial compression such as JPEG at the highest setting.

Lossy compression throws away some data to achieve the desired data rate. The lower the data rate, the greater the likelihood that codec ‘artefacts’ will appear. (Visible flaws created by spatial and/or temporal compression are examples of artefacts.) So, lossy compression results in loss of quality and/or detail.

In both lossy and lossless compression, information redundancy is reduced by using methods such as coding, pattern recognition and linear prediction to reduce the amount of data.

Video compression artefacts, such as ‘blockiness’ and chunks of frame staying on screen (‘lag’), are visible signs of a lossy codec at work.
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Figure 2: Spatial artefacts – blockiness
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Figure 3: Temporal artefacts – lag

Any of the following actions or combinations of actions can be implemented to avoid artefacts: 

· increase the data rate

· reduce the image size 

· remove noise (unnecessary information). 

Designing for the encoding phase will also help to reduce the likelihood of artefacts. For further information, see Section 4 (Video production for encoding).
3.7 Audio

Specific codecs have been designed for different sound types such as voice and music.

Since the data rate is reduced, audio compression can make the sound quality more muffled and metallic. Medium compression, for example, may remind the listener of FM radio quality. Excessive audio compression sounds like AM radio or a Skype call on a poor internet connection.
4 Video production for encoding
To achieve the best final results, you should plan to create footage that will cut together well and compress well. Technology can only do so much. It is very hard for the codec to maintain quality and a low data rate if the original video continually changes or is noisy. 

Your planning should therefore include the entire video production process, not forgetting how you will address access to your information for users with disabilities (see Appendix 6: Video accessibility)

Even very experienced producers follow a process, ensuring a video is well scripted (often with a storyboard) and well planned before any shots are taken. A ‘We’ll fix it in post’ attitude inevitably leads to an overrun schedule and budget.
4.1 Digital video process: shoot to media

Figure 4 shows the digital video process. The editing stage is discussed in the following subsection. For further information about other parts of the process, refer to the Video Standards Report – 2011.
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Figure 4: The digital video process, from camera shoot to final media

4.2 Digital video editing

Once the footage is ‘in the can’ (recorded), it can be edited. Today, video is edited on computers in almost all circumstances, even footage for feature films.

Digital video editing uses a variety of computer-, camera-, device- and broadcast-based codecs. It is important to choose the most appropriate editing codec, as it can make a big difference to the editing time and output quality of the video. Ideally, to reduce render times or the need for transcoding, the footage should be edited using the codec it was shot in. 

Where possible, it is best to edit in the highest quality codec of the source footage. For example, if the best footage was shot in 1080p HD (high definition), then any lower quality footage should be upgraded. To speed workflow, any upgrading should be done before the edit, so that editing can proceed without needing to continually render and then transcode.

There is an argument for ‘upscaling’ (transcoding) to a lossless codec to avoid the risk of producing artefacts during the editing process. If a lot of image processing is anticipated, it can be useful to have more ‘headroom’ (the margin between the pure uncompressed video and the compressed end result). If you render transitions and effects in codecs designed for capturing live video, it can result in artefacts in the master edit.

Ideally, the final edit should be rendered in the edit codec to a master file, which can be transcoded with multiple data rates and codecs as required.

Exporting from an editor can be technically difficult, so it is important to research a tool’s useability before choosing an editing package.
4.3 Design with compression in mind
Getting the best out of a codec requires a combination of techniques beyond simply using the best codec and the best tool. You should also plan and design for the codec.

Here are some points you should consider: 

· Flat backgrounds, such as a blue sky, enable enormous spatial compression without artefacts.

· Video of static talking heads compresses easily, as very little changes from frame to frame. As a result, temporal compression can block out large chunks of the frame and use more data for details such as the moving mouth and head.

· Chroma key (blue/green screen) of the subject over a static image enables the background to stay largely unchanged, allowing for higher temporal compression with less loss of image quality.

Cross-dissolves are the enemy of video compression. In this type of dissolve, every pixel typically changes from the start frame to the end frame of the transition. So, if the cross-dissolve is maintained, the file size will be large. This is a high price to pay for a shot that probably doesn’t add to the message of the video.
4.4 Six top tips
Plan your shoot
Plan your shoot before you even think about picking up your camera.  Your shot plan can be derived from  your storyboard, which also should be done before you even think about shooting video.
Get in close
Digital video is often less than half the original picture size, so you need to take close shots. Although close shots accentuate what is changing in the image (and therefore increase data size), the content should always take precedence over technical considerations. What is the point of good technical quality if you can’t see the subject?
Apply sound camera techniques
Unnecessary camera movement chokes data rate, so use a tripod - static shots suit temporal compression, and always try to have the strongest source of light behind you for better quality images.
Avoid ‘noise’
Do not add unnecessary visual effects. Remember, poor-quality ‘noisy’ sources, such as VHS or S-Video, will always return poor results. In addition, file sizes will be larger because a codec cannot distinguish between noise and content. 
Avoid transitions
Where possible, avoid transitions and use wipes rather than dissolves. (In a dissolve, the entire image is changing in each frame, which makes temporal compression impossible.)
Consider quality vs bandwidth
How important is the image quality? Sometimes it is worth making the user wait in order to maintain video quality or dimensions. But even the most patient user has a time limit. If immediacy is important, consider whether the message can be delivered effectively with a substandard video image.
5 Encoding parameters

Most tools offer a number of parameters that allow the developer to get the best from the codec. These parameters are discussed in this section.
5.1 Data rate

Imagine you are pumping petrol into your car’s tank. If it pumps too fast, it will not go through the pipe fast enough, so it overflows. Petrol pumps should pump no faster than the thinnest petrol tank pipe can handle. To use this analogy, data (video and audio) is the petrol. The pump speed is the rate and the data rate must suit the user with the slowest pipe – within reason.

The data rate, or bit rate parameter, sets how many bits per second the encoder will aim to achieve. Higher data rates achieve higher quality video. Lower data rates work better with slower networks and media.

Streaming servers encode specifically for the typically variable data rate of a network. (Not to be confused with variable bit rate encoding – see below.)

QuickTime reference movies deliver a compressed video file that suits the user’s connection. The video is encoded at different data rates and then linked into the reference movie. 

Web pages and players can be programmed to use a suitably encoded video stream. Sometimes users are offered choices such as ‘low’, ‘medium’ and ‘high’ (quality/data rate).
5.2 Variable bit rate
Many codecs and tools support variable bit rate (VBR) encoding. With VBR, as opposed to constant bit rate (CBR), the encoder produces an average bit rate or target file size, but it is free to vary the data rate for different sequences within the video file. This means more data can be used for complex sequences and less for simpler scenes. This approach tends to produce a better result, but it takes more time as the encoder needs to look ahead to know how to vary the data rate. VBR is unusable for streaming video, which sets the data rate to the connection speed and does not have the time to look ahead.
5.3 Key frames
Key frames are frames in the video where the codec stores the entire frame, ignoring previous temporal compression data. Temporal compression saves a lot of data. However, if the user jumps around in the video timeline, they might go to a frame that needs data from previous frames. This will give unexpected results, such as a corruption of the video image, until the temporal compression is ‘refreshed’ and fills in the image.

Key frame options are:

· regular intervals – for example, every second

· automatic, which creates new key frames whenever a significant percentage of the image changes from one frame to the next.
5.4 Dimensions
Digital video can use any dimensions (width and height in pixels) on screen. It is possible to have a vertical format (for example, for a phone), to crop a percentage from the source, and to matte a video (use a custom alpha channel or mask). 

In some applications, players, and web pages the dimensions can be specified. In these contexts, it is common to halve video dimensions and ‘pixel double’ on playback. (Pixel doubling doubles the dimensions of the image and smoothes the image slightly.) Halving the dimensions saves a lot of data, but pixel doubling can ‘soften’ the image, making it look slightly out of focus. This outcome is often perfectly acceptable and unnoticeable when displayed on a television.

Neat halving or quartering of the dimensions renders sharper results than using odd fractions. For example, if the original dimensions are 1024 x 768, halving the dimensions to 512 x 384 will give sharper results than 676 x 507 (two-thirds) because there is no need to round up or down to a whole pixel.

The ‘natural’ numbers of computers are divisible by 8 (8 bit, 16 bit, 32 bit, 64 bit, 256 bit, etc) – a byte is 8 bits. Codecs work more effectively when the dimensions of a video are divisible by 8. The factor of 8 usually matches the dimensions of video formats, but sometimes it is necessary to crop pixels from the image, especially after a reduction in dimensions.
5.4.1 Non-square pixels

The pixels on a computer screen are square. Video CD, Super Video CD (SVCD) and some HD formats use non-square pixels. Most encoding tools allow you to output the video at custom proportions and set the pixel aspect ratio from square to HD (16:9).

Some players allow you to change the dimensions of a video file – for example, to stretch them from standard definition (4:3) to high definition (16:9). Stretching pixels allows you to have a larger image from a file of smaller dimensions, which saves data rate.
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Figure 5: Example of geometry parameters (Apple’s Compressor): 
Cropping, Dimensions (including Pixel aspect) and Padding

5.4.2 Screen resolution
A screen size of 640 x 480 is a good standard for SD (4:3) video. 

For HD video, the dimensions 512 x 288 are a good size. This screen size is half the PAL HD standard of 1024 x 576 (which is good for pixel doubling). The dimensions 512 x 288 are good for a web page, but they are a little too big for mobile phones. 

The most common screen size for mobile phones is 320 x 240 (QVGA).
5.5 Fields and frames
Video can be interlaced or progressive. The use of interlacing helps to achieve good visual quality in narrow bandwidth contexts. Fields are alternating half frames that are horizontally ‘interlaced’ (odd and even) lines of the image. This approach was developed as a solution to the issue of the duration of phosphor glow with television cathode ray tubes. Footage shot with interlacing can appear to have a ‘comb’ effect on a computer screen when there is quick horizontal movement. If this effect is evident, make sure the video master is rendered with a de-interlacing filter. 

Abbreviated video resolution specifications may include an ‘i’ or a ‘p’. For example, ‘1080i’ refers to 1080 horizontal lines interlaced (drawn odd and then even), whereas ‘1080p’ means the lines are progressive (drawn from 1 to 1080).
5.6 Frame rate

Video can consist of 25 (PAL), 30 (NTSC) or 60 (HD) fps. Halving the frame rate can reduce the data rate without loss of image quality. PAL, for example, can be reduced to 12.5 fps, although at 12 fps motion may begin to look a little jerky.
6 Streaming servers

Under some circumstances, a dedicated media-streaming server may be required to deliver audio-visual content. Examples include:

· situations when content is delivered live – for example, during a videoconference or an event

· situations when content needs to be simulcast to a number of locations at the same time – for example, a product launch or an important message from a CEO

· times when an existing network infrastructure cannot support normal web server delivery of video files

· situations when a subject is filmed for long periods – for example, surveillance.
6.1 Server streaming
Originally, digital video was downloaded to the user’s computer as a file, and then played. But, as internet speed increased and video codecs improved, it became possible to deliver a video ‘stream’ to a user’s computer via the use of a streaming server. 

The server encodes a video source file in real time and sends it to the user’s computer over the internet, using a dedicated video-streaming port and protocol. A player/plug-in renders the frames ‘live’ on the user’s screen. During this process, the server continually assesses the connection speed and varies the data rate (quality) to ensure a smooth frame rate.
6.2 Alternatives to streaming servers
QuickTime, Flash and other formats use file types that can be played before the whole file has been transferred. (Confusingly, this can also be called ‘streaming’. Instead, let’s use the term ‘progressive download’.) These files have ‘header’ information, which is data at the beginning of the file that tells the player at the user’s end how to manage the file. They also contain information such as the video duration, so that accurate progress can be shown.

Progressive download is evident when you see the progress bar under the play position tab in the media controller. See Figure 6 for an example.
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Figure 6: Note that the video is 40 per cent downloaded.
Compare the semi-transparent red bar indicating download progress versus the solid red bar that indicates the viewer’s current position in this YouTube video.

Appendix 1: Video accessibility

This appendix is intended as a brief overview of video accessibility.  

Government funded content developed in the VET sector must meet WCAG 2.0 AA by 2014, and all other content developed for delivery in Australia will be required to do so by 2013 under Australian Law.   For a comprehensive guide to the Australian Government Accessibility requirements for content developed with government funding or through government funded projects, please refer to: http://webguide.gov.au/accessibility-usability/accessibility/
There are a number of WCAG 2.0 Success Criteria that relate to video files, but as a minimum they should have an associated script that describes any critical visual imagery and mood or feeling, and synchronised captions that can be controlled by the user. It is also important to choose a video player that is keyboard accessible.
There are four general principles (known as the POUR principles) to consider when developing e-learning content to the WCAG 2.0 standard, and under them are 12 basic goals.  Each of the guidelines has testable success criteria that identify the measures that should be taken to make content accessible. The POUR principles are:

Perceivable
· Provide text alternatives for non-text content.

· Provide captions and alternatives for audio and video content.

· Make content adaptable; and make it available to assistive technologies.

· Use sufficient contrast to make things easy to see and hear.

Operable
· Make all functionality keyboard accessible.

· Give users enough time to read and use content.

· Do not use content that causes seizures.

· Help users navigate and find content.

Understandable
· Make text readable and understandable.

· Make content appear and operate in predictable ways.

· Help users avoid and correct mistakes.

Robust
· Maximize compatibility with current and future technologies.

You should refer to the Guide to Understanding WCAG 2.0 and its requirements for more information on meeting the success criteria. 
More Information
It should be noted that the reach of broadband internet is still limited in Australia and many other countries. So, although the internet is becoming a viable distribution platform for educational video content, CD-ROMs, DVDs and DVD-ROMs remain excellent vehicles for delivering multimedia content.

Although its primary focus is online video in HTML5 you can also find a good technical overview in fairly plain English at: http://diveintohtml5.org/video.html.

For information on the VET standards, see: http://e-standards.flexiblelearning.net.au/technical_standards/content_formats.php 
For more detailed information about the technical aspects of the digital video production process, see the 2011 Video Standards Report at: http://e-standards.flexiblelearning.net.au/research/digital_video.php 
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